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How do humans answer visual questions?
Visual attention is guided by the task.

The same painting Free viewing Estimate wealth Estimate ages

Same observer · Same image · 3 min per task

Yarbus (1967), Fig. 109 2

Background



How do VLMs answer visual questions?

3

Same image, same visual tokens—regardless of the question.

Standard VLM

image x
vision encoder
early middle late I LLM y

question q

A common training recipe

1  Image–text pretraining
Vision encoder learns visual features.

2  Caption-based alignment
Connect image features to the LLM.

3  Visual instruction tuning
Learn to answer image questions.

The question reaches the language model after visual encoding.

Diagram: AdaLoop paper · Training example: CLIP + LLaVA



Are these features enough for visual reasoning?
The final visual features may not expose what the question needs.
Perception Encoder: The best visual embeddings
are not at the output of the network
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We introduce Perception Encoder (PE), a state-of-the-art vision encoder for image and video under-
standing trained via simple vision-language learning. Traditionally, vision encoders have relied on
a variety of pretraining objectives, each tailored to specific downstream tasks such as classification,
captioning, or localization. Surprisingly, after scaling our carefully tuned image pretraining recipe and
refining with our robust video data engine, we find that contrastive vision-language training alone

can produce strong, general embeddings for all of these downstream tasks. There is only one caveat:
these embeddings are hidden within the intermediate layers of the network. To draw them out, we
introduce two alignment methods: language alignment for multimodal language modeling, and spatial
alignment for dense prediction. Together, our PE family of models achieves best-in-class results on a
wide variety of tasks, including (1) zero-shot image and video classification and retrieval, simultane-
ously obtaining 86.6 average zero-shot ImageNet robustness and 76.9 zero-shot Kinetics-400 video
classification; (2) document, image, and video Q&A, enabling 94.6 DocVQA, 80.9 InfographicVQA,
and 82.7 PerceptionTest with an 8B LLM; and (3) spatial tasks such as detection, tracking, and depth
estimation, setting a new COCO state-of-the-art of 66.0 box mAP. To foster further research, we
release our models, code, and novel dataset of synthetically and human-annotated videos.

Code: https://github.com/facebookresearch/perception_models
Dataset: https://ai.meta.com/datasets/pe-video/

1 Introduction
For the last decade in computer vision, pretrained vision encoders have been the core building block for most
applications requiring perception. From million-scale ImageNet [26] pretrained convolutional networks [42, 61,
81, 124, 131] to billion-scale web-pretrained transformers [19, 24, 29, 33, 54, 102, 130, 152, 158], the dominant
strategy in vision has consistently been to adapt large-scale pretrained encoders to downstream tasks.

There are many pretraining objectives today, each with distinct characteristics and each yielding representations
better suited for specific tasks: vision-language contrastive losses [106, 160] learn a global vision and language
embedding well-suited for zero-shot classification and retrieval as well as provide vision-language alignment
for open-world [69, 94] and generative tasks [108, 114]; captioning losses [37, 137] learn to predict image
descriptions using a language decoder, which transfers well to downstream multimodal language model
(MLLM) tasks; and spatially self-supervised losses [44, 98] learn dense spatial correspondences without
language supervision, making them useful for tasks requiring precise localization like object detection.

Many works are now attempting to combine two or more of these techniques in di!erent ways [19, 34, 35, 37,
45, 90, 110, 158]. While many have been successful, the complexity of these strategies grows exponentially
with number of use cases, which can make scaling di"cult. There has not yet been shown a single, simple,

and easily scalable pretraining technique that can learn state-of-the-art features for all downstream tasks.

In this work we discover that global vision-language contrastive learning alone can be one such approach.
After building a state-of-the-art contrastive model for image and video, we found a surprising result: inside

the model were specific features aligned to OCR, VQA, grounding, detection, depth estimation, and tracking.
Compared to the state-of-the-art models with captioning [37] and spatially self-supervised [98] pretraining, our
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Eyes Wide Shut? Exploring the Visual Shortcomings of Multimodal LLMs

Shengbang Tong1 Zhuang Liu2 Yuexiang Zhai3

Yi Ma3 Yann LeCun1 Saining Xie1

1New York University 2FAIR, Meta 3UC Berkeley

Figure 1. Instances are systematically identified where the visual question answering (VQA) capabilities of GPT-4V [41] fall short
(Date accessed: Nov 04, 2023). Our research highlights scenarios in which advanced systems like GPT-4V struggle with seemingly
simple questions due to inaccurate visual grounding. Text in red signifies an incorrect response, while text in green represents hallucinated
explanations for the incorrect answer. All the images referenced are sourced from ImageNet-1K and LAION-Aesthetic datasets.

Abstract
Is vision good enough for language? Recent advance-

ments in multimodal models primarily stem from the pow-
erful reasoning abilities of large language models (LLMs).
However, the visual component typically depends only on
the instance-level contrastive language-image pre-training
(CLIP). Our research reveals that the visual capabilities
in recent MultiModal LLMs (MLLMs) still exhibit system-
atic shortcomings. To understand the roots of these errors,
we explore the gap between the visual embedding space of
CLIP and vision-only self-supervised learning. We iden-
tify “CLIP-blind pairs” – images that CLIP perceives as
similar despite their clear visual differences. With these
pairs, we construct the Multimodal Visual Patterns (MMVP)
benchmark. MMVP exposes areas where state-of-the-art

systems, including GPT-4V, struggle with straightforward
questions across nine basic visual patterns, often provid-
ing incorrect answers and hallucinated explanations. We
further evaluate various CLIP-based vision-and-language
models and found a notable correlation between visual pat-
terns that challenge CLIP models and those problematic for
multimodal LLMs. As an initial effort to address these is-
sues, we propose a Mixture of Features (MoF) approach,
demonstrating that integrating vision self-supervised learn-
ing features with MLLMs can significantly enhance their
visual grounding capabilities. Together, our research sug-
gests visual representation learning remains an open chal-
lenge, and accurate visual grounding is crucial for future
successful multimodal systems.
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Bolya et al., NeurIPS 2025 Tong et al., CVPR 2024

PEcore exhibits similar behavior, but with unexpected results. Unlike the others, in earlier layers of the
network PEcore performs well on all tasks, often matching or exceeding the leading models. Remarkably, PE
has intermediate layers that perform near to or on par with AIMv2 for language tasks and DINOv2 for spatial
tasks, despite being trained with contrastive loss. Depth estimation is particularly noteworthy, as contrastive
encoders are not typically considered state-of-the-art in that area.

However, in almost all cases this strong performance diminishes rapidly towards the end of the network. In
fact, the performance of PEcore in the final layer is abysmal for certain tasks, such as LLM-based grounding
(the reason for which will become apparent in §5). This behavior is less pronounced the closer the downstream
task is to the pretraining method, suggesting an alignment problem. Specifically, a well-tuned large-scale
contrastive model can learn general embeddings in the process of fitting its objective, but it fails to output

them. Therefore, to reveal these embeddings, the model must be subsequentially aligned to downstream tasks.

Analysis. The finding that pure CLIP models possess features which match the performance of state-of-the-art
pretraining methods in their specialized domains is new. In fact, recent work [31] has shown the opposite—that
CLIP models fail to scale on downstream tasks. We next investigate how our approach yields these results.

Figure 9 The DownstreamEffects of Robust Pretraining. The ViT-
L/14 checkpoints from Fig. 2 evaluated as frozen features on
COCO [76] using Mask R-CNN [43]. We report the last layer
performance, best layer performance, and the best layer’s index.

To start, we perform layerwise frozen feature
analysis on COCO detection. PEcore was par-
ticularly “peaky” on this task in Fig. 8, with its
best layer on par with DINOv2, but last layer
significantly worse. We already ablated each
change we made from vanilla CLIP in Fig. 2
using a ViT-L/14 model. So to retrace our
steps, we run frozen feature analysis on those
checkpoints. For e!ciency, we perform this
experiment at a lower resolution and only sam-
ple even layers. In Fig. 9, we report COCO
box mAP for the last and best layers for each
cumulative ablation, along with the index of
the best layer. Further, we plot the layerwise
performance for each change in Fig. 10.

Surprisingly, the simple changes we made in
§2.1 to construct our pretraining recipe over-
all improved the best layer’s performance by
almost 10 mAP over vanilla CLIP! Some changes like high resolution (5) and RoPE (6) improving spatial
features is to be expected, but unexpectedly data augmentation (8) and especially progressive resolution (2)
help considerably. It is possible that contrastive pretraining is prone to overfit to the “global” nature of the
task through “global tokens” [23]. However, as the model cannot maintain global tokens in the same place due
to the resolution progressively changing, it is forced to be more robust. Also of note is that both progressive
resolution (2) and attention pooling (7) move the argmax layer deeper into the network (rightmost column of
Fig. 9). Attention pooling in particular alters the whole shape of the layerwise performance curve (Fig. 10),
while the other changes typically only raise or lower it.
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Figure 10 Layer Analysis correspond-
ing to the results presented in Fig. 9.

Potentially more interesting is what did not improve performance: specif-
ically, increasing the batch size (3) and using LAMB with a high learning
rate (4). Both of these changes explicitly help the model fit the CLIP loss
better, which after a certain point may not improve the general features.
Moreover, while the best layer overall improved significantly, the last
layer performance stagnated after (2). This suggests that constructing
the global CLIP token requires a substantial “decoder” (in this case, 6
layers for the final L/14 model). Although the features of this decoder
are beneficial for some tasks (e.g., Visual Q&A as shown in Fig. 8), they
are not general. Nevertheless, this does not prevent the model from
learning general features; it merely limits their expression in the output.
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“The dog’s head in the left image is resting 
on the carpet, while the dog’s head in the 
right image is lying on the floor.”

Step 1

Finding CLIP-blind pairs.

CLIP Space

DINOv2 Space

𝑺𝒊𝒎𝑪𝑳𝑰𝑷 = 0.95

𝑺𝒊𝒎𝑫𝑰𝑵𝑶 = 0.58

For a CLIP-blind pair, a human annotator attempts to spot 
the visual differences and formulates questions.

Where is the yellow animal’s head lying in this image?
(a) Floor  (b) Carpet

Step 2
Spotting the difference between two images.

Discover image pairs that are proximate in CLIP feature 
space but distant in DINOv2 feature space.

Formulating questions and 
options for both images.

Step 3
Benchmarking multimodal LLMs.

Evaluate multimodal LLMs using a CLIP-blind 
image pair and its associated question.

Where is the yellow animal’s head lying in this image?
(a) Floor  (b) Carpet

(no score for this pair)

The model receives a score only when both 
predictions for the CLIP-blind pair are correct.

(b) Carpet(b) Carpet

Figure 2. Constructing MMVP benchmark via CLIP-blind pairs. Left: We start with finding CLIP-blind pairs that have similar CLIP
embedding but different DINOv2 embedding. Center: We manually inspect the differences between pair-wise images and formulate
questions based on the differences in the images. Right: We ask MLLMs the question alongside the CLIP-blind pair. The model receives
a score only when both questions for the CLIP-blind pair are answered correctly.

visualization of this process is provided in Figure 2.

2.1. Finding CLIP-blind Pairs
It is challenging to directly find instances (images) that the
CLIP vision encoder struggles to encode “properly”. To
circumvent this issue, we extend the idea proposed in Tong
et al. [57] to automatically find blind pairs in vision models.
The underlying principle is simple: if two images, despite
having stark visual differences, are encoded similarly by the
CLIP vision encoder, then one of them is likely encoded
ambiguously (See Figure 2 left for example). To measure
the visual difference between two images, we examine the
images’ representations within a reference model: a vision-
only self-supervised model trained without any language
guidance, e.g., DINOv2 [42]. These models are shown to
capture more visual details and information [42, 53].

We take the corpus datasets, ImageNet [47] and LAION-
Aesthetics [48], to collect these CLIP-blind pairs.

For each pair, we compute its CLIP embeddings using
CLIP-ViT-L-14 [9, 43] model and their DINOv2 embed-
dings using DINOv2-ViT-L-14 [9, 42] model. We return
pairs such that the cosine similarity exceeds 0.95 for CLIP
embeddings and less than 0.6 for DINOv2 embeddings.

2.2. Designing Benchmark from CLIP-blind Pairs
We introduce the Multimodal Visual Patterns (MMVP)
benchmark, and a Visual Question Answering (VQA)
benchmark. Utilizing the collected CLIP-blind pairs, we
carefully design 150 pairs with 300 questions. For each
CLIP-blind pair of images, we manually pinpoint the visual

details that the CLIP vision encoder overlooks (see the mid-
dle of Figure 2) and craft questions that probe these visual
details, for example “Is the dog facing left or right?” (See
the right of Figure 2 and more examples in Figure 3). The
primary goal is to determine whether MLLM models would
fail when posed with these seemingly basic questions and
overlook critical visual details. Hence, the questions are in-
tentionally straightforward and unambiguous.

2.3. Benchmark Results
We assess the questions on SOTA open-source mod-
els (LLaVA-1.5 [31], InstructBLIP [8], Mini-GPT4 [71])
and closed-source models (GPT-4V [40], Gemini [14],
Bard [13]) We leave details of how we access the model in
Appendix B.1. In our evaluation, each question is queried
independently, eliminating any biases from chat histories.
We also evaluate human performance through a user study
where users are presented with 300 questions in a random-
ized sequence. For any given pair of images, we consider a
pair of images to be correctly answered if both the questions
associated with the pair are answered accurately.

Human study confirms questions are straightforward.
As shown in Figure 4, human participants accurately answer
an average of 95.7% of the questions. This high accuracy
rate underscores the ease of the questions. More details can
be found in Appendix B.4.

Current MLLMs struggle with visual details. As
shown in Figure 4, there is a significant performance gap
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CLIP similarity: 0.95

Detection features peak before the final encoder layer. Visually different images can have very similar CLIP embeddings.

4

How can we make the vision encoder more effective for visual reasoning?



Our approach

Architecture · AdaLoop

Adapt visual computation with question conditioning and recurrence.

Data and evaluation · VisRO

Scalable training data and diagnostic evaluation.

5

Controlled difficulty and distribution shifts.



What do current benchmarks ask?

6

Selected examples of scene description and recognition

COCO Captions
Describe the scene

MMStar
Identify the scene

MMBench
Recognize the environment

A batter prepares to hit a pitch. View from the deck? → Forest Which setting is shown? → Home

These questions ask for facts a short caption could contain.
Examples adapted from Chen et al. (2015), Chen et al. (2024), and Liu et al. (2024).

Data & benchmarks



Multimodal benchmarks
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Multimodal benchmarks
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VisRO: beyond a single glance
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Six core tasks · ID examples · 600k training examples · All images 448 × 448
(a) In-distribution

Count Clusters

How many objects
overlap another?
medium Ans. 5

Overlapping Glyphs

Read left-box characters,
top to bottom.
medium Ans. H,3,9

Path Tracing

What is ABCDE
connected to, in order?
medium Ans. 15342

Maze

Does a route connect A
and B?
hard Ans. True

Flow Free

Grid squares per pipe
1-4, including endpoints?
easy Ans. 56,18,11,36

Metro Map

Count all stations on L3.

easy Ans. 8

(b) Out-of-distribution

Path Tracing

What is 7 connected to?

Ans. E

Maze

Starts within 20 corridor
squares of target?

Ans. 1

Flow Free

Grid turns on ringed pipe
(exclude endpoints)?

Ans. 95

Metro Map

Min. Kor-Rol stops (no
ends; transfers OK)?

Ans. 8

Count Clusters

How many objects
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Ans. 5

(a) In-distribution

Count Clusters

How many objects
overlap another?
medium Ans. 5

Overlapping Glyphs

Read left-box characters,
top to bottom.
medium Ans. H,3,9

Path Tracing

What is ABCDE
connected to, in order?
medium Ans. 15342

Maze

Does a route connect A
and B?
hard Ans. True

Flow Free

Grid squares per pipe
1-4, including endpoints?
easy Ans. 56,18,11,36

Metro Map

Count all stations on L3.

easy Ans. 8

(b) Out-of-distribution

Path Tracing

What is 7 connected to?

Ans. E

Maze

Starts within 20 corridor
squares of target?

Ans. 1

Flow Free

Grid turns on ringed pipe
(exclude endpoints)?

Ans. 95

Metro Map

Min. Kor-Rol stops (no
ends; transfers OK)?

Ans. 8

Overlapping
Glyphs
Read left-box
characters, top
to bottom.

medium

Ans. H, 3, 9

(a) In-distribution

Count Clusters

How many objects
overlap another?
medium Ans. 5

Overlapping Glyphs

Read left-box characters,
top to bottom.
medium Ans. H,3,9

Path Tracing

What is ABCDE
connected to, in order?
medium Ans. 15342

Maze

Does a route connect A
and B?
hard Ans. True

Flow Free

Grid squares per pipe
1-4, including endpoints?
easy Ans. 56,18,11,36

Metro Map

Count all stations on L3.

easy Ans. 8

(b) Out-of-distribution

Path Tracing

What is 7 connected to?

Ans. E

Maze

Starts within 20 corridor
squares of target?

Ans. 1

Flow Free

Grid turns on ringed pipe
(exclude endpoints)?

Ans. 95

Metro Map

Min. Kor-Rol stops (no
ends; transfers OK)?

Ans. 8

Path Tracing

What is ABCDE
connected to,
in order?

medium

Ans. 15342

(a) In-distribution

Count Clusters

How many objects
overlap another?
medium Ans. 5

Overlapping Glyphs

Read left-box characters,
top to bottom.
medium Ans. H,3,9

Path Tracing

What is ABCDE
connected to, in order?
medium Ans. 15342

Maze

Does a route connect A
and B?
hard Ans. True

Flow Free

Grid squares per pipe
1-4, including endpoints?
easy Ans. 56,18,11,36

Metro Map

Count all stations on L3.

easy Ans. 8

(b) Out-of-distribution

Path Tracing

What is 7 connected to?

Ans. E

Maze

Starts within 20 corridor
squares of target?

Ans. 1

Flow Free

Grid turns on ringed pipe
(exclude endpoints)?

Ans. 95

Metro Map

Min. Kor-Rol stops (no
ends; transfers OK)?

Ans. 8

Maze

Does a route
connect A and B?

hard

Ans. True

(a) In-distribution

Count Clusters

How many objects
overlap another?
medium Ans. 5

Overlapping Glyphs

Read left-box characters,
top to bottom.
medium Ans. H,3,9

Path Tracing

What is ABCDE
connected to, in order?
medium Ans. 15342

Maze

Does a route connect A
and B?
hard Ans. True

Flow Free

Grid squares per pipe
1-4, including endpoints?
easy Ans. 56,18,11,36

Metro Map

Count all stations on L3.

easy Ans. 8

(b) Out-of-distribution

Path Tracing

What is 7 connected to?

Ans. E

Maze

Starts within 20 corridor
squares of target?

Ans. 1

Flow Free

Grid turns on ringed pipe
(exclude endpoints)?

Ans. 95

Metro Map

Min. Kor-Rol stops (no
ends; transfers OK)?

Ans. 8

Flow Free

Squares per pipe
1–4, including
endpoints?

easy

Ans. 56, 18, 11, 36

(a) In-distribution

Count Clusters

How many objects
overlap another?
medium Ans. 5

Overlapping Glyphs

Read left-box characters,
top to bottom.
medium Ans. H,3,9

Path Tracing

What is ABCDE
connected to, in order?
medium Ans. 15342

Maze

Does a route connect A
and B?
hard Ans. True

Flow Free

Grid squares per pipe
1-4, including endpoints?
easy Ans. 56,18,11,36

Metro Map

Count all stations on L3.

easy Ans. 8

(b) Out-of-distribution

Path Tracing

What is 7 connected to?

Ans. E

Maze

Starts within 20 corridor
squares of target?

Ans. 1

Flow Free

Grid turns on ringed pipe
(exclude endpoints)?

Ans. 95

Metro Map

Min. Kor-Rol stops (no
ends; transfers OK)?

Ans. 8

Metro Map

Count all stations
on L3.

easy

Ans. 8

Data & benchmarks



VisRO: in-distribution and OOD

9

OOD changes complexity, generation rules, or visual appearance.

Maze
ID

(a) In-distribution

Count Clusters

How many objects
overlap another?
medium Ans. 5

Overlapping Glyphs

Read left-box characters,
top to bottom.
medium Ans. H,3,9

Path Tracing

What is ABCDE
connected to, in order?
medium Ans. 15342

Maze

Does a route connect A
and B?
hard Ans. True

Flow Free

Grid squares per pipe
1-4, including endpoints?
easy Ans. 56,18,11,36

Metro Map

Count all stations on L3.

easy Ans. 8

(b) Out-of-distribution

Path Tracing

What is 7 connected to?

Ans. E

Maze

Starts within 20 corridor
squares of target?

Ans. 1

Flow Free

Grid turns on ringed pipe
(exclude endpoints)?

Ans. 95

Metro Map

Min. Kor-Rol stops (no
ends; transfers OK)?

Ans. 8
Does a route
connect A and B?

Ans. True

OOD

(a) In-distribution

Count Clusters

How many objects
overlap another?
medium Ans. 5

Overlapping Glyphs

Read left-box characters,
top to bottom.
medium Ans. H,3,9

Path Tracing

What is ABCDE
connected to, in order?
medium Ans. 15342

Maze

Does a route connect A
and B?
hard Ans. True

Flow Free

Grid squares per pipe
1-4, including endpoints?
easy Ans. 56,18,11,36

Metro Map

Count all stations on L3.

easy Ans. 8

(b) Out-of-distribution

Path Tracing

What is 7 connected to?

Ans. E

Maze

Starts within 20 corridor
squares of target?

Ans. 1

Flow Free

Grid turns on ringed pipe
(exclude endpoints)?

Ans. 95

Metro Map

Min. Kor-Rol stops (no
ends; transfers OK)?

Ans. 8

Starts within 20
corridor squares
of target?

Ans. 1

Larger maze grids

Flow Free
ID

(a) In-distribution

Count Clusters

How many objects
overlap another?
medium Ans. 5

Overlapping Glyphs

Read left-box characters,
top to bottom.
medium Ans. H,3,9

Path Tracing

What is ABCDE
connected to, in order?
medium Ans. 15342

Maze

Does a route connect A
and B?
hard Ans. True

Flow Free

Grid squares per pipe
1-4, including endpoints?
easy Ans. 56,18,11,36

Metro Map

Count all stations on L3.

easy Ans. 8

(b) Out-of-distribution

Path Tracing

What is 7 connected to?

Ans. E

Maze

Starts within 20 corridor
squares of target?

Ans. 1

Flow Free

Grid turns on ringed pipe
(exclude endpoints)?

Ans. 95

Metro Map

Min. Kor-Rol stops (no
ends; transfers OK)?

Ans. 8
Squares per pipe
1–4, including
endpoints?

Ans. 56,18,11,36

OOD

(a) In-distribution

Count Clusters

How many objects
overlap another?
medium Ans. 5

Overlapping Glyphs

Read left-box characters,
top to bottom.
medium Ans. H,3,9

Path Tracing

What is ABCDE
connected to, in order?
medium Ans. 15342

Maze

Does a route connect A
and B?
hard Ans. True

Flow Free

Grid squares per pipe
1-4, including endpoints?
easy Ans. 56,18,11,36

Metro Map

Count all stations on L3.

easy Ans. 8

(b) Out-of-distribution

Path Tracing

What is 7 connected to?

Ans. E

Maze

Starts within 20 corridor
squares of target?

Ans. 1

Flow Free

Grid turns on ringed pipe
(exclude endpoints)?

Ans. 95

Metro Map

Min. Kor-Rol stops (no
ends; transfers OK)?

Ans. 8
Grid turns on ringed
pipe (exclude
endpoints)?

Ans. 95

Different path construction

Metro Map
ID

(a) In-distribution

Count Clusters

How many objects
overlap another?
medium Ans. 5

Overlapping Glyphs

Read left-box characters,
top to bottom.
medium Ans. H,3,9

Path Tracing

What is ABCDE
connected to, in order?
medium Ans. 15342

Maze

Does a route connect A
and B?
hard Ans. True

Flow Free

Grid squares per pipe
1-4, including endpoints?
easy Ans. 56,18,11,36

Metro Map

Count all stations on L3.

easy Ans. 8

(b) Out-of-distribution

Path Tracing

What is 7 connected to?

Ans. E

Maze

Starts within 20 corridor
squares of target?

Ans. 1

Flow Free

Grid turns on ringed pipe
(exclude endpoints)?

Ans. 95

Metro Map

Min. Kor-Rol stops (no
ends; transfers OK)?

Ans. 8
Count all stations
on L3.

Ans. 8

OOD

(a) In-distribution

Count Clusters

How many objects
overlap another?
medium Ans. 5

Overlapping Glyphs

Read left-box characters,
top to bottom.
medium Ans. H,3,9

Path Tracing

What is ABCDE
connected to, in order?
medium Ans. 15342

Maze

Does a route connect A
and B?
hard Ans. True

Flow Free

Grid squares per pipe
1-4, including endpoints?
easy Ans. 56,18,11,36

Metro Map

Count all stations on L3.

easy Ans. 8

(b) Out-of-distribution

Path Tracing

What is 7 connected to?

Ans. E

Maze

Starts within 20 corridor
squares of target?

Ans. 1

Flow Free

Grid turns on ringed pipe
(exclude endpoints)?

Ans. 95

Metro Map

Min. Kor-Rol stops (no
ends; transfers OK)?

Ans. 8
Min. Kor–Rol stops
(no ends;
transfers OK)?

Ans. 8

Different map style



Our approach

Architecture · AdaLoop

Adapt visual computation with question conditioning and recurrence.

Data and evaluation · VisRO

Scalable training data and diagnostic evaluation.

10

Controlled difficulty and distribution shifts.



Can the vision encoder do more?

• Pretrained encoders already learn useful visual transformations.
→ Adapt and reuse the existing encoder.

• Different questions call for different visual features.
→ Condition visual computation on the question.

• Harder tasks may benefit from more visual processing.
→ Reapply the same layers to update the visual state.

Recurrent visual processing

Feedforward Feedback

Gilbert & Li (2013), Fig. 1
Nature Reviews Neuroscience

11



What does a visual loop do?

12

Standard VLM

image x
vision encoder
early middle late I LLM y

question q

One visual pass. The question enters at the language model.

Method



What does a visual loop do?

13

Prelude
Early layers · run once

z0 = P(x)

Loop body
Middle span · repeated

zt = R(zt−1; q)

Coda
Late layers + connector

It = C(zt)

AdaLoop

image x
vision encoder
early middle late I1 I2 … IT

×T

LLM y

question q

Method



Two design questions

1. How should question signal adapt pretrained layers?

The vision encoder was trained for a single question-agnostic pass.

2. How should the visual loop connect to language?

Each iteration produces a visual state. Which states should the language model use?

14



Conditioning Visual Computation on the Question

15

vision block

h

LN

γ, β

attn / MLP

α

h′

question q

embedder

pooler

cq

MLP

• Reuse a span of the pretrained vision encoder. 

• The same question modulates each iteration 
through AdaLN.

(ω, ε, ϑ) = MLP(cq)
cq: pooled question embedding

h → h + (1 + ω)
︸ ︷︷ ︸

gate
↑f



(1 + ε)
︸ ︷︷ ︸

scale
↑ LN(h) + ϑ

︸︷︷︸
shift







How should language read the loop?

16

The language context can retain different amounts of history.

A · Current state (default)

Fixed-length visual context.

All variants share the same question-conditioned visual loop.

Variant A Πt = [ It | q ]

LLM

Π1 I1 q y1

Π2 I2 q y2

Π3 I3 q y3



How should language read the loop?

16

The language context can retain different amounts of history.

A · Current state (default)

Fixed-length visual context.

B · Visual history

Keep earlier visual states.

All variants share the same question-conditioned visual loop.

Variant A Πt = [ It | q ]

LLM

Π1 I1 q y1

Π2 I2 q y2

Π3 I3 q y3

Variant B Πt = [ I1 | … | It | q ]

LLM

Π1 I1 q y1

Π2 I1 I2 q y2

Π3 I1 I2 I3 q y3



How should language read the loop?

16

The language context can retain different amounts of history.

Variant A Πt = [ It | q ]

LLM

Π1 I1 q y1

Π2 I2 q y2

Π3 I3 q y3

Variant B Πt = [ I1 | … | It | q ]

LLM

Π1 I1 q y1

Π2 I1 I2 q y2

Π3 I1 I2 I3 q y3

Variant C Πt = [ Πt−1 | Dt−1 | S | It | q ]

LLM

Π1 I1 q y1

Π2 Π1 D1 S I2 q y2

Π3 Π2 D2 S I3 q y3

LLM

A · Current state (default)

Fixed-length visual context.

B · Visual history

Keep earlier visual states.

C · History + answer drafts

Retain drafts in language context.

All variants share the same question-conditioned visual loop.



Learning to answer at every iteration

17

Variant A Πt = [ It | q ]

LLM

Π1 I1 q y1

Π2 I2 q y2

Π3 I3 q y3

!t = − 1

|y| log pG(y | Πt) L =
Ttrain∑

t=1

wt!t

Answer loss Deep supervision

The same final answer supervises every iteration.

Fixed budget
Run for the chosen iteration budget and return the final 
answer.

Adaptive stopping
Stop when consecutive answers agree or the iteration 
budget is exhausted.



Does looping improve reasoning?
Experiments

Matched training data and optimizer updates within each backbone

Question conditioning helps.
18
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Does looping improve reasoning?
Experiments

Matched training data and optimizer updates within each backbone

Question conditioning helps; looping adds gains without adding trainable parameters.
18
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Why do we need both Ada and Loop?

19

Qwen2.5-VL · VisRO accuracy (%) · Trainable parameters in millions

Modulation Params
Single pass Loop

ID OOD ID OOD

None 66 49.9 23.9 50.9 23.8

AdaLN (constant) 82 57.8 29.1 60.9 30.0

AdaLN (question) 82 60.0 30.2 64.6 32.4

Question conditioning and recurrence each add gains beyond extra parameters.



Harder problems, more iterations

20

Adaptive stopping vs. one iteration of the same checkpoint

Difficulty
Qwen2.5-VL PaliGemma 2 LLaVA-1.5

Rel. gain T̄ Rel. gain T̄ Rel. gain T̄

Easy +3.33 2.11 +0.87 2.06 +3.05 2.11
Medium +5.87 2.17 +0.00 2.09 →0.17 2.15
Hard +4.09 2.21 +1.93 2.14 +4.87 2.21
XHard +4.46 2.26 +5.43 2.21 +7.85 2.28

OOD +6.39 2.30 +4.49 2.23 +6.57 2.29

Rel. gain: relative accuracy gain (%)     T̄: mean stopping depth

More visual iterations for harder inputs, without difficulty labels.



Two ways to supervise the loop

21

Qwen2.5-VL · Training depth = 3

Each pair uses a similar training-FLOP budget.

Depth-sampled

Sample one depth per example and apply the final-
answer loss at that depth.

AdaLoop (40k) vs. single-pass AdaLN (50k)
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Two ways to supervise the loop
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Qwen2.5-VL · Training depth = 3

Each pair uses a similar training-FLOP budget.

Depth-sampled

Sample one depth per example and apply the final-
answer loss at that depth.

AdaLoop (40k) vs. single-pass AdaLN (50k)

Deep supervision

Apply the same final-answer loss at all three depths for 
every example.

AdaLoop (40k) vs. single-pass AdaLN (120k)



What does extra compute buy?

22
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Our finding · Qwen2.5-VL

At similar training FLOPs, AdaLoop achieves 
competitive VisRO accuracy with fewer updates and 
better general VQA performance.



Takeaways

23

Conclusion

• Vision encoders can support iterative reasoning.
AdaLN and looping provide complementary gains across three VLM families.

• Visual computation can adapt to problem difficulty.
Harder examples receive more iterations on average, without difficulty supervision.

• VisRO supports research beyond AdaLoop.
Scalable training data, verifiable answers, and controlled difficulty and distribution shifts.



Thank you!

• Questions?


